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Motivation

SELECT x FROM foo ORDER BY x

• conceptually a simple sort

• ordering logic depends upon the type of x

• only known at runtime

• can be anything, including compounds
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The Current Situation

std::sort(tupleOrder.begin(), tupleOrder.end(), [&compare](void* a, void* b) { return
compare(a, b) <0; });

• code for compare is generated at query compile time

• usually JITed if the relation is large enough

• the C++ sort calls into generated code for comparisons

Note: We only consider basic sort here, multi-threading is orthogonal
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The Problem
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The Problem (2)
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The Obvious Solution
template <class C> void weakHeapSort(uintptr_t* data , uintptr_t* end , C cmp) {

constexpr uintptr_t maskShift = sizeof(void*)*8-1, mask = static_cast <uintptr_t >(1) << maskShift;

#define doCmp(a, b) cmp(reinterpret_cast <void*>((a)&(~ mask)),reinterpret_cast <void*>((b)&(~ mask )))

if (uint64_t n = end -data;n>1) {

// Build the heap

for (uint64_t j=n-1;j>0;--j) {

auto i = j>>(IntegerOperations <uint64_t >:: ctz(j)+1);

if (doCmp(data[j], data[i])>0) {

auto tmp=data[i];

data[i]=data[j];

data[j]=tmp|mask;

}

}

// Construct the result

for (uint64_t m=n-1;m>1;--m) {

// Extract the root element

auto tmp=data [0];

data [0]= data[m]&(~ mask);

data[m]=tmp;

// Restore the heap condition

uint64_t j = 1, i = 0;

while (true) {

uint64_t n=2*j+(data[j]>>maskShift );

if (n>=m) break;

j=n;

}

while (j>0) {

if (doCmp(data[j], data[i])>0) {

auto jMask=data[j]&mask;

auto tmp=data[i];

data[i]=data[j]&(~ mask);

data[j]=tmp|( jMask^mask);

}

j=j>>1;

}

}

// Process the last two elements explicitly to simplify the regular loop

auto tmp=data [0];

data [0]= data [1]&(~ mask);

data [1]= tmp &(~ mask);

}

#undef doCmp

}
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The Obvious Solution - Weak Heap Sort

• it is compact, beautiful, O(n log n) runtime, O(1) space, low number of comparisons...

• but slower

• ca. 15% slower when sorting 100K integers

• still a bit slower for 100K strings

• wins only for long strings with common prefix

• our comparison call is still too cheap for weak heap sort
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New Idea - Generate Quick Sort

• runtime dominated by partitioning phase

• relatively simple code

• can be generated easily

• then we have one call per partitioning, not per comparison

• hides call overhead
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Full (C++) Code
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Partitioning - Traditional

Source: Sedgewick - QuickSort is Optimal
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Equal Keys
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Equal Keys (2)
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Bentley-McIlroy 3-way Partitioning
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3-Way QuickSort by Sedgewick
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3-Way QuickSort - Fixed Version

if ((i<=r)&&(a[r]==v)) exch(a[i++], a[r]);
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New Version
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New Version (2)
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Performance

old new
instructions cycles time instructions cycles time

1M ints 1492 931 0.07 1134 736 0.06
1M strings 3085 2069 0.11 2863 1813 0.10

• here: duplicate free. much better with duplicates

• instructions and cycles better

• time difference minor, though. call is surprisingly cheap

• a bit more branch misses

requires more work

• tried standard tricks like insertion sort at the end

• branch free partitioning?
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Hoare Partitioning

T* partition(T* l, T* r) {

auto v = l[(r-l-1)>>1];

auto i = l-1, j = r;

while (true) {

while (*(++i)<v);

while (*(--j)>v);

if (i>=j) return j+1;

swap(*i, *j);

}

}

• code is surprisingly subtle

• low number of instructions

• but what about the third partition?

• Edelkampf, Weiß: Build it lazily at the end

• move pivots to the middle, stop after run of 4 non-pivots
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Performance (2)

old new lazy
instr. cycles time instr. cycles time instr. cycles time

1M ints 1492 931 0.07 1134 736 0.06 909 605 0.05
1M strings 3085 2069 0.11 2863 1813 0.10 2154 1455 0.08

• wall clock does not improve that much (too little work)

• instructions and cycles improved significantly, but more branch misses

• reducing branch misses might be an option, too (Andre works on that)
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Branch-Free Lomuto Partitioning
T* partition(T* l, T* r) {

auto v = r[-1];

auto j = l;

for (auto i = l; i<r; ++i) {

bool less = (*i) < v;

swap(*i, *j);

j += less;

}

swap(*j,r[-1]);

return j;

}

• performs a high number of pointless swaps

• but has no branch misses within the loop

• with careful coding 2 loads + 2 stores per loop

• one Hoare round in front to handle pathological cases

• can be combined with lazy third partition
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Performance (3)

old new lazy branch-free
instr. cycles time instr. cycles time instr. cycles time instr. cycles time

1M ints 1492 931 0.07 1134 736 0.06 909 605 0.05 960 537 0.05
1M strings 3085 2069 0.11 2863 1813 0.10 2154 1455 0.08 2171 1380 0.08
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